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Abstract�This paper conceptualizes a Trustworthy AI
paradigm for Autonomous Underwater Vehicles (AUVs) tasked
with port-infrastructure inspection and maintenance, instantiated
through the FAITH (Fostering Arti�cial Intelligence Trust for
Humans) Trustworthiness Assessment Framework (AI_TAF)�an
operational playbook aligning technical, legal, and societal cri-
teria. Within our Large-Scale Pilot (LSP), we present Auto-
matic Target Recognition (ATR) for detection and geolocation of
objects/anomalies and Autonomous Coverage (AC) for adaptive
multibeam-based bathymetric surveying. We map core trust-
worthiness attributes for both AI systems�validity/reliability,
safety, explainability/interpretability, fairness, and accountabil-
ity/transparency�into veri�able requirements, then conduct AI
asset cartography and a threat�consequence�vulnerability anal-
ysis to derive risk controls.

Index Terms�Trustworthy Arti�cial Intelligence, Marine
Robotics, Autonomous Underwater Vehicles, Automatic Target
Recognition, Autonomous Coverage

I. INTRODUCTION

Arti�cial Intelligence (AI) is central to digital transforma-
tion and has intensi�ed global competition, while its broad
deployment has sharpened public demands for ethical, trust-
worthy systems. The NIST AI Risk Management Framework
(RMF) characterizes trustworthy AI as encompassing �validity
and reliability, safety, fairness (with managed bias), security
and resilience, accountability and transparency, explainability

and interpretability, and privacy� enhancement [1]. Because
lapses in these properties can have wide social impact, current
policy and guidance�EU AI Act, OECD principles, and
NIST RMF�point in complementary directions but remain
fragmented [1]�[4]. The FAITH project (Fostering Arti�cial
Intelligence Trust for Humans) addresses this gap by combin-
ing foundational research on trust with a practical, lifecycle
risk-management playbook. Its human-centric FAITH Trust-
worthiness Assessment Framework (AI_TAF) integrates NIST
RMF, EU law, and ENISA’s �trustworthiness-by-design� guid-
ance [5], enriched by stakeholder input, and will be validated
across seven Large-Scale Pilots (LSPs)�education, media,
transport, underwater robotics, healthcare, active ageing, and
industry�to deliver a domain-independent, risk-driven ap-
proach. In particular, focusing on the underwater robotics LSP,
the primary objective is deploying trustworthy AI-powered
Autonomous Underwater Vehicles (AUVs) in port areas for
inspections and maintenance of infrastructures, blending opti-
cal and sonar data to spot anomalies, plan missions and support
predictive maintenance. Aligned with the LSP aim, this paper
de�nes the Trustworthy AI paradigm for the speci�c port-
operations context and the AI systems under study, leveraging
the procedures set out in FAITH AI_TAF.

The remainder of this paper is organized as follows. Sec-
tion II introduces the Underwater Robotics LSP and the AI
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systems under study. Section III presents the FAITH AI_TAF
paradigm and the procedure used to achieve trustworthiness for
the proposed AI applications. Section IV details the risk con-
trols and countermeasures adopted to mitigate trustworthiness-
related risks. Finally, Section V summarizes the main �ndings.

II. THE UNDERWATER ROBOTICS LARGE-SCALE PILOT

A. Context and Related Works
Maritime transport underpins the global economy and is set

to grow, making the integrity of port infrastructures critical to
safety, security, and continuity of trade [6]. Routine underwater
inspection is therefore essential to detect corrosion, fatigue, de-
bris, or tampering across pipelines, quay walls, moorings, and
hulls, as well as to surface security threats that would other-
wise remain hidden. Traditional, human-dependent approaches
(divers, quay-based sensing, remotely-operated vehicles from
large vessels) are costly, logistics-heavy, and constrained by
weather and operator workload. By contrast, modern marine
robotics offers a step change: AUVs, incorporating AI con-
cepts and technologies for several purposes, ranging from
Deep-Learning (DL) based perception systems to low-level
controllers or even higher-level path/motion/task planning
techniques [7], bring persistent sensing and repeatable cover-
age. A heterogeneous sensor suite�Forward-Looking Sonar
(FLS) for 2D imaging [8]�[10], Side-Scan Sonars (SSSs)
or Synthetic-Aperture Sonars (SASs) for bottom mosaics
[11], and Multibeam Echosounders (MBES) for 3D mapping
[12]�enables detection and geolocalization of infrastructure,
debris, or intruding vehicles even in poor visibility. In this
view, AUVs reduce risk to personnel by enabling diverless
operations in hazardous waters; they also lower costs relative
to vessel-centric surveillance and minimize disruption to port
traf�c through autonomous path planning [13], [14]. These
capabilities turn AUVs into realistic �force multipliers� for
underwater surveillance, providing timely, high-�delity situa-
tional awareness and a scalable path to safer, more ef�cient
port operations.

Nevertheless, such AI-driven systems are often conceived
and deployed from the viewpoint of AI developers and tech-
nicians, with the end-user largely outside the design and
tuning loop; this creates a trust gap with the tool itself,
especially in high-risk contexts such as ports. To enable
practical use where the balance between risks and bene�ts is
particularly delicate�given the critical logistical role of port
operations�there is a clear need for Trustworthy AI.

B. Objectives and Contribution
The proposed pilot includes the deployment of two distinct

AI applications for inspection and maintenance of port opera-
tions: Automatic Target Recognition (ATR) [15] - related with
the autonomous perception capability of the robot to detecting
submerged objects or unauthorized vehicles that pose potential
risks to port operations or vessels - and Autonomous Coverage
(AC) [16] - the drone navigates autonomously determining the
optimal route for the complete coverage of a prede�ned area
while performing bathymetries.

The primary objective and contribution is to signi�cantly
enhance the trustworthiness of these AI technologies through
a human-centered approach, actively incorporating diverse
feedback from stakeholders within both port environments and
the academic community. From a conceptual standpoint the
focus is on increasing trust in the deployment of autonomous
underwater drones equipped with these advanced AI tech-
nologies. Such trust is essential for enabling the practical
application of these solutions within port operations, where
the balance between risks and bene�ts is particularly sensitive
due to the critical logistical functions ports ful�ll. Furthermore,
enhancing trust is fundamental to bridging the existing gap be-
tween AI technology and port operators, ensuring integration
and acceptance in real-world port scenarios.

1) Automatic Target Recognition - ATR: This module
(Fig. 1) is integrated into the FeelHippo AUV (Fig. 2),
a lightweight subsea drone developed by UNIFI�DIEF for
shallow-water operations [17]. The ATR system performs
Convolutional Neural Network (CNN)-based instance segmen-
tation and object detection by combining optical imagery from
a high-resolution ZED camera [18]�when water clarity per-
mits�with acoustic returns from a Blueprint Subsea Oculus
3000 FLS [19] for all-visibility operation. Beyond detection,
each target is categorized according to operator-de�ned risk
levels set pre-deployment; the interface overlays color-coded
boxes and masks, supports geo-localization on the mission
map, and, when a high-risk target is inferred, automatically
halts the AUV and hands control to the operator. An Ethernet
tether links the AUV to a compact passive buoy that provides
quay-side Wi-Fi for mission upload, optional teleoperation,
and real-time streaming of sensor and ATR outputs; a par-
allel 4G uplink mirrors the streams to remote stakeholders
(e.g., port authorities). Onboard, the ATR runs on embedded
compute (i.e., NVIDIA AGX Orin) and is integrated into the
AUV �rmware stack to sustain real-time throughput within
the device budget. Dataset development and training address
underwater constraints through �eld acquisition of camera and
FLS data in representative port scenarios, transfer learning
from pre-trained CNNs (e.g., YOLOv11 [20]), and extensive
data augmentation to boost diversity and generalization.

ATR capability is evaluated across three representative sce-
narios: (i) detection of sunken objects and/or subsea intruders
that may threaten operations; (ii) inspection of underwater
infrastructure to locate and characterize damage; and (iii) on-
demand ship-hull inspection to reveal anomalies that could
compromise structural integrity or performance.

2) Autonomous Coverage - AC: This applicative runs on
the recon�gurable RUVIFIST AUV [21] and, with a Norbit
WBMS 3-D MBES [22], autonomously plans ef�cient survey
routes over operator-de�ned areas to produce speci�cation-
compliant bathymetric maps. The operator places four or more
boundary points to delimit the region of interest and sets a
target coverage percentage as the mission-completion criterion.
The planner generates an initial route and then updates way-
points online as new MBES measurements arrive, streaming a
preliminary bathymetry for later re�nement in post-processing.
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Fig. 1: Overall pipeline of the proposed ATR system.

Fig. 2: FeelHippo AUV in a previous experimental campaign
in Vulcano Island, Italy.

When historical surveys exist, a user-de�ned change-detection
threshold (in meters) triggers alerts whenever new depths de-
viate beyond the limit so that differences can be reviewed and
addressed promptly. Algorithmically, inspired by [23], the area
is discretized into equal cells with an entropy value tracking
whether each cell has been observed. A two-level scheme is
employed: a high-level AC module constructs random trees
that respect vehicle kinematics and ranks candidate viewpoints
by the expected reduction in Shannon entropy along each
branch, while a low-level Rapidly-Exploring Random-Tree
Star (RRT*) planner computes safe, feasible motions to the
selected goal. The process iterates in a receding-horizon loop,
and a rewiring step optimizes parent selection within the tree
to reduce travel distance while meeting the coverage target.
The communications infrastructure mirrors that described for
ATR (Fig. 3).

Primary use cases are (i) high-�delity bathymetry for nav-
igation safety and infrastructure maintenance and (ii) change
detection via comparison with historical maps to reveal envi-
ronmental or man-made alterations.

Fig. 3: Overall pipeline of the proposed AC system.

Fig. 4: RUVIFIST AUV in a previous experimental campaign.

III. TRUSTWORTHY AI SYSTEMS: DEFINITION AND
CHARACTERIZATION

In this section, we report the procedures applied to the
two AI technologies evaluated in the LSP with the aim of
guaranteeing their trustworthiness. We �rst de�ne the require-
ments for the considered Trustworthy AI Attributes (TWA) - a
subset of the ones proposed in [1] - tailored to AI applications
in port environments. Thus, the FAITH AI_TAF procedural
framework and its instantiation for each system are described.

A. Mapping of AI Trustworthiness Requirements
The �rst step toward trustworthy AI applications consisted

of de�ning the relevant trustworthiness characteristics and
translating them into veri�able requirements for the speci�c
use cases, through a human-centered process that incorporated
feedback from port authorities, operators, and the academic
community. The resulting mapping is summarized in Tab. I.

B. FAITH AI_TAF � Trustworthiness Assessment Framework
The FAITH Trustworthiness Assessment Framework

(FAITH AI_TAF) is designed to identify and manage
trustworthiness risks in AI systems by assessing and
optimizing the aforementioned TWA in line with [1]. The
framework supports the identi�cation and estimation of
technical and socio-organizational threats, vulnerabilities, and
consequences; the evaluation of risks for each AI component
(e.g., data, models, software, and hardware); and the selection
of proportionate mitigation measures and controls that uphold
the targeted TWAs. FAITH AI_TAF structures the analysis
across six phases, described hereinafter.

1) Cartography: The assessment begins by setting scope
and context: the AI system under evaluation, intended uses,
lifecycle stage, participating teams, and the concrete assets to
be assessed. For ATR, assets include high-resolution optical
imagery and acoustic FLS data, CNN-based detection models,
training datasets with associated metadata and logs, onboard
compute (e.g., NVIDIA AGX Orin-class modules) for real-
time inference, and communication modules streaming outputs
to the control dashboard. For AC, assets revolve around bathy-
metric data from multibeam echo sounders and supporting
sensors, the AC algorithm (e.g., RRT*) with real-time data
gathering and re-planning, software for route optimization,
data management for historical and operational logs, and
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TABLE I: Requirements in terms of Trustworthy AI Attributes (TWA) for both ATR and AC

TWA Automatic Target Recognition (ATR) Autonomous Coverage (AC)

Valid & Reliable Detection and geolocation outputs must faithfully re�ect real con-
ditions across optical/sonar regimes to avoid costly errors and envi-
ronmental or operational harm; decisions based on AI analyses must
remain actionable.

Survey planning must yield accurate, repeatable bathymetry; inaccu-
racies can trigger false alarms, disrupt vessel scheduling, and allow
underwater hazards to be overlooked.

Safe False detections and missed objects (e.g., vessels, containers, struc-
tural elements) must be minimized to prevent hazards and operational
disruptions.

The system must avoid collisions with vessels and infrastructure in
high-traf�c waters and around submerged elements (piers, moorings,
anchors).

Explainable & Interpretable The decision-making process of the CNN models must be explainable
to operators and maintenance teams, providing clear evidence for
detections to support operational trust.

Path-planning decisions must be transparent so operators and stake-
holders can understand the rationale for navigational adjustments and
re-planning.

Fair Performance must be consistent and unbiased across port areas and
conditions; training data should represent diverse environments and
targets to avoid favoring certain targets or degrading in challenging
scenarios.

Survey effort must be distributed equitably across all requested
regions, including high-risk zones with complex structures or heavy
traf�c, avoiding preferential treatment of simpler areas.

Accountable & Transparent Comprehensive, immutable logs of processing steps, sensor inputs,
model versions, and decision outcomes must be maintained to enable
rapid auditing and root-cause analysis.

Decisions must be clear and justi�able with full traceability (sensors,
planner versions, risk settings) to support discrepancy analysis and
regulatory reporting.

visualization/communication tools exposing dynamic coverage
maps to operators.

2) Threat Assessment: For each asset, assessors identify
credible threats spanning technical and socio-organizational
vectors, then estimate their expected occurrence using context-
speci�c scales. For ATR, typical threats include false posi-
tives/negatives due to environmental variability, data quality
limits, or model errors, as well as stakeholder mistrust in
automated decisions. For AC, threats include RRT* miscal-
culations leading to incomplete coverage, sensor malfunctions
or misalignment producing erroneous bathymetry, stale maps
driving suboptimal routes, environmental interference, and
hesitancy among operators to rely on automated prioritization
of survey areas.

3) Consequence Assessment: Next, analysts assess
how those threats would impact the system’s
TWAs�accountability and transparency, security and
resilience, safety, privacy enhancement, fairness, explainability
and interpretability, and validation and reliability�assigning
impact levels. For ATR, missed detection of hazardous
submerged objects can disrupt operations, compromise
infrastructure integrity, or endanger human safety. For
AC, incomplete or inaccurate coverage can leave hazards
unmapped, degrade navigation safety, misdirect maintenance,
and increase operational costs.

4) Vulnerability Assessment: The analysis then turns to
weaknesses�technical, process, or human�that make assets
more susceptible to harm, producing a map of exploitable
vulnerabilities per asset�threat�phase. For ATR, vulnerabilities
include model sensitivity to underwater conditions and clas-
si�cation errors in regimes underrepresented in training data.
For AC, vulnerabilities include sensor calibration issues, AC
limitations under rapidly changing seabed or traf�c conditions,
integration frictions across hardware/software components,
and human factors such as operator resistance to automated
recommendations.

5) Risk Assessment: Given threat occurrence, impact per
TWA, and vulnerability levels, FAITH AI_TAF derives risk

using con�gurable look-ups. Results are reported per lifecycle
stage, per asset, and per TWA to support prioritization.

6) Risk Management: Finally, the analysis is translated into
action. Teams review the outputs of the previous phases, select
proportionate technical and organizational countermeasures,
and plan implementation and monitoring. Measures span data
governance, model lifecycle controls, secure and resilient
operations, logging and auditability, operator training, and
procedures that reinforce trustworthy behavior and oversight.

Following this elicitation, and in line with the FAITH
AI_TAF paradigm, we conducted the Cartography and the
Threat�Consequence�Vulnerability assessments for both ATR
and AC. These steps identi�ed the AI assets to be assessed
against the selected trustworthiness attributes and, for each as-
set�attribute pair, detailed the pertinent threats, their plausible
consequences, and the observed vulnerabilities. This structured
analysis provides the basis for subsequent risk evaluation and
the selection of proportionate control measures within FAITH
AI_TAF; the outcomes are reported in Tab. II and Tab. III for
both respectively ATR and AC.

IV. TRUSTWORTHY AI SYSTEMS: COUNTERMEASURES

The preceding Threat�Consequence�Vulnerability analysis
provides the basis for de�ning risk controls that uphold
the TWA for both ATR and AC. Table IV summarizes the
countermeasures derived from that analysis for each attribute
and system. As an illustrative example, we then outline the
concrete implementation of the Safety and Explainability con-
trols for ATR.

A. Safe and Explainable Automatic Target Recognition
Safety. We integrate a lightweight Out-Of-Distribution

(OOD) module as a trustworthiness add-on to a YOLO-based
ATR pipeline. Each detected crop is passed to a class-speci�c,
variational autoencoder; the mean-squared reconstruction er-
ror (MSE) serves as an OOD score. At runtime, incoming
frames are compared to the training distribution: when the
OOD score exceeds calibrated thresholds, the system issues
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TABLE II: ATR � Trustworthy AI Attributes (TWA) mapped to Threats, Consequences, and Vulnerabilities

TWA Threats Consequences Vulnerabilities

Valid & Reliable Data quality limits, environmental variability,
dataset/model drift; CNN misclassi�cation; sensor
noise; mixed optical/sonar conditions; false posi-
tives/negatives.

Costly errors, operational disruptions; missed haz-
ardous objects or wrongly �agged targets; reduced
con�dence in AI outputs.

Model sensitivity to turbidity/lighting/sonar
speckle; limited representativeness of training
data; pipeline fragility; hardware constraints.

Safe Missed detections or spurious alarms in safety-
critical scenes; misuse or operation outside trained
domain.

Hazardous situations, mission aborts, unsafe be-
haviors in port operations.

Weak out-of-distribution robustness; high uncer-
tainty under extreme visibility/noise; thresholds
not aligned to risk.

Explainable & Inter-
pretable

Opaque CNN decisions; limited operator insight
during anomalies.

Operator distrust or delayed intervention; harder
root-cause analysis.

Lack of post-hoc explanations and example-based
evidence.

Fair Imbalanced training causing condition/zone-
speci�c performance gaps (e.g., docks vs.
channels; clear vs. turbid).

Under-detection in certain areas/conditions; biased
incident response.

Non-representative datasets; uneven scenario cov-
erage.

Accountable & Trans-
parent

Lack of traceability across sensors, models, and
decisions.

Audit/compliance gaps; reduced stakeholder trust. Missing immutable logs; poor versioning of mod-
els/data.

TABLE III: AC � Trustworthy AI Attributes (TWA) mapped to Threats, Consequences, and Vulnerabilities

TWA Threats Consequences Vulnerabilities

Valid & Reliable Planner miscalculations; sensor malfunction or
drift; stale/misaligned mapping data; adverse en-
vironmental factors.

Inaccurate bathymetry; false alarms; schedule dis-
ruption; misguided maintenance; higher costs.

Sensor calibration errors; algorithm limits under
non-stationary seabed; integration fragility; envi-
ronmental noise.

Safe Collision risks with vessels/infrastructure; dy-
namic obstacles; route errors.

Accidents, asset damage, navigation hazards. Insuf�cient dynamic obstacle handling; delayed
re-planning; perception�planning latency.

Explainable & Inter-
pretable

Opaque route choices and re-planning logic. Operator mistrust and reduced adoption; slower
incident analysis.

Sparse logs/visualization; weak decision prove-
nance.

Fair Uneven coverage prioritizing �easy� sectors or
disrupting operations unfairly.

Blind spots in critical areas; stakeholder dissatis-
faction.

Heuristics biased by terrain/traf�c; human biases
in con�guration.

Accountable & Trans-
parent

Limited traceability of surveys and planner ver-
sions.

Compliance/audit gaps; dif�cult anomaly investi-
gations.

No immutable logs or version pinning.

a graded response (event �agging, slowing/holding position,
or operator takeover), thereby reducing spurious alarms and
limiting unsafe automated actions in dynamic port settings
(Fig. 5).

Fig. 5: Autoencoder-based OOD check on FLS images safe-
guarding Safety.

Explainability. Two complementary mechanisms support
operator trust (Fig. 6). First, Grad-CAM heatmaps over opti-
cal/FLS imagery highlight the regions that drive each decision,
enabling rapid visual veri�cation. Second, a comparative view
retrieves training images with the same label for side-by-side
inspection, allowing users to assess the similarity between

current detections and known exemplars. Real-time visual-
ization of detections provides immediate feedback, aiding
troubleshooting and facilitating timely human oversight.

Fig. 6: Explainability pipeline using Grad-CAM and images
from the training dataset.

V. CONCLUSION

In this work, we proposed a Trustworthy AI paradigm for
AUV operations in ports, de�ning concrete requirements for
ATR and AC, a structured risk analysis, and a coherent set of
countermeasures. Trust emerges from the interplay of technical
robustness, operator-facing transparency, and lifecycle gover-
nance of data, models, and procedures. Future work will focus
on quantifying trustworthiness in terms of TWAs for each AI
system, conducting experimental trials in the ports of Ravenna
and Valencia, and iteratively implementing further trustwor-
thiness controls within a human-centered process guided by
end-user feedback.
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TABLE IV: Countermeasures in terms of Trustworthy AI Attributes (TWA) for both ATR and AC

TWA Automatic Target Recognition (ATR) Autonomous Coverage (AC)

Valid & Reliable Field trials and controlled tests across clear/turbid conditions; de-
tections and geolocation benchmarked to ground truth with preci-
sion/recall/F1/mAP; standardized data collection & preprocessing;
pretrained CNNs �ne-tuned and maintained; cross-validation and
targeted augmentation for robustness and generalization.

Rigorous sensor calibration and robust processing; extensive �eld
trials and simulations with continuous real-time monitoring; regular
compliance checks vs. standards and structured stakeholder feedback
to con�rm accurate, consistent bathymetry under variable depths,
infrastructure, debris and traf�c.

Safe Out-of-distribution detection comparing live frames to the training
distribution; graded responses on deviation to curb spurious alarms
and reduce unsafe automated actions in dynamic port settings.

Two-tier planning: global RRT* integrating mapping area and
operator-de�ned risk zones to minimize exposure, plus a local elastic-
band planner that adapts trajectories in real time to avoid unforeseen
obstacles within prescribed risk limits.

Explainable & Interpretable Grad-CAM [24] heatmaps on optical/FLS imagery to show evidence
for decisions; retrieval of similar, same-label training examples for
side-by-side comparison, aiding troubleshooting and operator trust.

Detailed logs and decision trails with human-on-the-loop; simulations
and post-mission analyses contrasting chosen vs. unchosen paths;
real-time visual feedback of routes, area coverage and evolving
bathymetric maps for transparent re-planning.

Fair Performance monitored across slices of port conditions/targets; parity
checks on error rates, dataset audits, cross-validation across scenarios
and bias-detection procedures to prevent condition-speci�c gaps.

Equitable survey effort veri�ed across all regions, including high-
risk/complex zones; routine AC audits to correct latent prioritization;
stakeholder feedback to validate perceived equity of scheduling and
routing.

Accountable & Transparent Immutable, time-aligned logs capturing sensor states, model/dataset
versions, con�gurations, detections and alerts; periodic compliance
checks and stakeholder feedback for traceability and readable report-
ing.

Regular audits of detailed logs and decision trails; compliance checks
against regulatory standards; systematic feedback from authorities
and operators on clarity and accessibility of documentation, algo-
rithmic explanations and reports.
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