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Abstract— Accurate estimation of key process variables is
essential for effective monitoring and control in wastewater
treatment plants (WWTPs), particularly when direct
measurements are limited by noise, delays, or operational
constraints. This study investigates machine learning-based
prediction of nitrate concentration at the outlet of a pilot-scale
denitrification reactor at the Veas wastewater treatment facility in
Norway. Using high-resolution multivariate sensor data, the task
is formulated as a data-driven state estimation problem in which
outlet nitrate concentration is inferred from twelve process
measurements capturing chemical, hydraulic, pressure, dosing,
and thermal dynamics. A full year of operational data from
October 2023 to September 2024 is used strictly for model
training, while data from October 2024 to March 2025—
representing future, unseen operating conditions—is used
exclusively for evaluation. This provides a real-situation temporal
test rather than a conventional cross-validation or holdout split,
enabling a more realistic assessment of model generalization
under operational variability. A broad range of modeling
approaches is evaluated, including shallow regressors such as
Elastic Net, Random Forest Regression, and Gradient Boosted
Decision Trees. Traditional deep learning architectures for
sequential data are also explored, including Recurrent Neural
Networks (RNNs), Long Short-Term Memory networks (LSTMs),
Gated Recurrent Units (GRUs), Temporal Convolutional
Networks (TCNs), Deep AutoRegressive Networks (DeepAR), and
Neural Basis Expansion Analysis for Time Series (N-BEATS).
Finally, transformer-based modeling is examined using the
Temporal Fusion Transformer (TFT), adapted in this study for
regression by aligning the target with the input window. Across all
experiments, the TFT achieves the strongest predictive accuracy,
with a test RMSE of 1.7707, outperforming the best shallow model
(RMSE 2.6018) and best traditional deep learning model (RMSE
2.8320). The results confirm that TFT models nonlinear and
temporal dynamics more effectively than other approaches,
enabling reliable nitrate state estimation in real WWTP
operations.

Keywords— Wastewater treatment, Nitrate estimation, Machine
learning, Denitrification, Temporal Fusion Transformer.

I. INTRODUCTION

The Oslofjord in southeastern Norway is an ecologically
sensitive marine system facing increasing environmental
pressure. Declines in fish, seabird, and phytoplankton
populations have been linked to reduced oxygen

availability due to increased nutrient input — most notably
of reactive nitrogen, but also phosphorus and carbon.
Although several factors influence these ecosystem
changes, nitrogen loading stands out as a key driver. Major
contributors include agricultural runoff and treated
municipal effluents, the latter being the largest contributor
to reactive nitrogen entering the Inner Oslofjord,
underscoring the importance of nitrogen removal [1]. In
total, the fjord receives wastewater from 118
municipalities, and population growth, combined with
restricted  deep-water circulation, has intensified
vulnerability to low-oxygen conditions. Biological
nitrogen removal was introduced for WWTPs discharging
to the inner Oslofjord in the late 1990s, whereas similar
upgrades for the outer fjord lags behind, creating regional
differences in nutrient reduction [2]. With new
requirements for stricter nitrogen removal, many
Norwegian WWTPs are now preparing to upgrade
biological treatment processes [3], [4]. In parallel, interest
in data-driven optimization has increased. Modern
WWTPs generate high-frequency, multivariate sensor data,
and advances in artificial intelligence have enabled
modeling of biochemical and hydraulic interactions that
conventional control systems often struggle to capture.
Research activity on Al in wastewater treatment has grown
rapidly in recent years [5].

The Veas WWTP, Norway’s largest municipal treatment
plant, is central to this development. Serving around 0.8
million person equivalents, Veas must meet strict removal
targets for nitrogen, phosphorus, and organic matter.
Denitrification is a Dbiogeochemical process where
specialized bacteria convert nitrate (NOs") into nitrogen
gas (N2) under low-oxygen conditions using organic
carbon as an energy source. To improve process
understanding and explore new treatment approaches, Veas
operates two pilot-scale denitrification reactors. One pilot,
run as a reference system, generated an 18-month high-
resolution dataset without feedback control loops,
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Fig. 1. A simplified diagram of the WWTP at Veas, divided into mechanical, chemical, and biological stages. The dashed
lines show the backwashing routes, and the green box marks the denitrification pilot reactor used in this study [4].

providing an ideal foundation for machine learning
modelling and digital twin development. As shown in Fig.
1, the simplified process diagram of the Veas WWTP
outlines the mechanical, chemical, and biological stages,
with dashed lines indicating backwashing pathways, and
the green-marked section denotes the pilot denitrification
reactor used in this study.

Despite the potential, applying machine learning in
WWTPs remains challenging. Facilities differ in influent
composition, sensor availability, process layout, and
chemical strategies, limiting model transferability [6],[7].
Moreover, Norwegian plants experience strong seasonal
temperature variation, introducing non-stationarity that
demands models capable of capturing evolving temporal
dependencies. Traditional methods such as gradient-
boosted trees, RNNs, LSTMs, and TCNs offer useful
baselines but often struggle with changing operating
regimes, complex multivariate interactions, or limited
interpretability  [8]-[11]. The Temporal Fusion
Transformer provides an architecture tailored to
multivariate time-series prediction, combining variable
selection networks, recurrent encoders, and interpretable
attention mechanisms to capture long-range dependencies
and changing feature relevance [12],[13]. These properties
make it particularly suitable for nitrate state estimation
under dynamic sensor and process conditions.

This work evaluates multiple machine-learning models
to predict outlet nitrate concentration using high-resolution
time-sequential data, supporting the development of data-
driven monitoring strategies that enhance operational

insight and improve control actions in wastewater
treatment processes.

II. METHODS

The machine learning pipeline for nitrate concentration
estimation consists of two parts—training and testing. As
shown in Fig. 2, the training workflow begins by collecting
a high-resolution multivariate sensor dataset from the Veas
WWTP pilot system and selecting a 1-year subset for
model development. Because the dataset is low-
dimensional and based on well-defined process variables,
feature extraction is limited to normalization to ensure
consistent scaling across inputs. A range of machine-
learning models—shallow regressors such as Elastic Net
and boosted trees, and deep sequential models including
RNNs, LSTMs, GRUs, TCNs, and transformer-based
architectures—are then trained to map the multivariate
inputs to the outlet nitrate concentration. Through training,
the models learn temporal patterns, cross-variable
interactions, and system dynamics under changing
operating conditions. The testing workflow mirrors the
training pipeline. A separate six-month future subset is
normalized using the same parameters and fed into the
trained model to generate nitrate predictions for unseen
time periods. This temporal evaluation provides insight
into predictive accuracy and generalization under real
operational variability, supporting improved monitoring,
operator decision-making, and future digital twin
development to enhance nitrogen removal performance.
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A. Data Collection

The dataset used in this study comprises online sensor
measurements of chemical and hydraulic conditions
relevant to denitrification. To predict the nitrate
concentration after denitrification, the modelling
framework uses twelve input variables: nitrate, oxygen,
and ammonium concentrations in the buffer tank; pressure
at the bottom of the reactor and pressure at the top of the
reactor; methanol dosage and methanol setpoint; process-
water  temperature;  turbidity = measured  during
sedimentation; water flow at the plant inlet; ortho-
phosphate concentration in the buffer volume; and water
flow into the reactor. Together, these measurements
characterize nitrogen load, carbon availability, microbial
conditions, solids loading, and hydraulic behaviour,
enabling effective prediction of the reactor’s outlet nitrate
concentration. The dataset spans October 2023 to March
2025, providing a continuous record of process dynamics.
The training period covers nearly one year of
measurements from October 2023 to September 2024,
capturing daily, weekly, and strong seasonal variations
typical of Norwegian wastewater treatment systems. The
remaining six months, from October 2024 to March 2025,
are used exclusively for testing.

Training Flowchart

/ Training Data

Testing Flowchart

Testing Data
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Feature Extraction Feature Extraction
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Train Nitrate
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ML Model

Train ed Nitrate
Estimator Concentration
Model

End End
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Fig. 2. Workflow for nitrate concentration estimation showing
the training and testing pipelines. Training data are normalized
and used to develop the machine-learning model, while testing
data follow the same steps before generating nitrate predictions.

B. Temporal Fusion Transformer (TFT)

Traditional regression-based techniques assume that each
observation can be modeled independently through a fixed
functional mapping. A generic representation can be
expressed as

ye=fx)+ & (1)

where x, denotes the observed feature vector at time ¢, y;
represents the target variable, and &; accounts for residual
uncertainty. While this formulation may perform
adequately when temporal patterns are implicitly encoded
in engineered features, it does not explicitly represent
sequential structure or delayed interactions between
variables. Sequential neural models introduce latent states
that evolve across time steps. A standard recurrent
formulation is given by
hy = g(xt' h{t—l}i 9) (2)

in which h; is the internal state and 6 denotes learnable
parameters. Although this structure captures short-term
dependencies, information from distant past observations
may attenuate during propagation. Moreover, conventional
architectures generally lack mechanisms for adaptive
feature prioritization, which limits transparency in safety-
critical applications.

The Temporal Fusion Transformer (TFT) addresses
these challenges by integrating recurrent processing,
attention mechanisms, and structured covariate handling
within a unified architecture. Let xgq.,yrepresent historical

measurements, s denote static descriptors, and Xty 1.¢47)

indicate inputs known in advance. The multi-step
prediction objective is defined as
}A’{t+1:t+‘r} = F(x{l:t}vx{t+1:t+‘r}15; @) 3)
where @ encapsulates all trainable parameters and 7
specifies the forecast horizon. This formulation explicitly
separates historical signals from future-known drivers,
reducing the risk of information leakage. A central
innovation of TFT is dynamic feature weighting through a
Variable Selection Network. At each time step, relevance
scores are computed as
a; = softmax(W,h, + b,). @)
These normalized coefficients determine the contribution
of each covariate in forming a context-aware
representation
Zy = Zia{t,i}x{t’i}- Q)
This adaptive mechanism enables the model to emphasize
operationally significant variables under changing
conditions, thereby enhancing interpretability and
robustness. Local temporal structure is modeled using
gated recurrent units, expressed as
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h; = GRU(z, hy—qy)- Q)
To extend beyond local memory constraints, TFT
incorporates scaled dot-product self-attention:

These embeddings modulate intermediate representations
using gating operations
g = o(W;x + by) )

¥X=9g O «x (10)
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Fig. 3. Real versus predicted nitrate concentration using the three shallow models that achieved the lowest errors.

Q)

T
Attention(Q,K,V) = softmax <\Q/d_) 14
k
This mechanism allows the model to selectively retrieve
information from distant time steps. By employing
multiple attention heads, the architecture can concurrently
model periodic patterns, slow drifts, and abrupt transients.
Static metadata is embedded into contextual vectors
through

c = @(s). ®)

where ¢ denotes the sigmoid function and © indicates
element-wise multiplication. Such gates regulate
information flow, promoting stable optimization and
meaningful feature extraction. To quantify predictive
uncertainty, TFT applies quantile regression. For a quantile
level g, the objective function is
Loy = max(qy — 9.(@ = D& = ). an

Optimizing this asymmetric loss across multiple
quantiles yields prediction intervals rather than single-
point estimates. This capability is particularly important in
industrial risk management, where conservative decision
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thresholds may depend on uncertainty bounds. Thus, the
TFT combines adaptive covariate selection, recurrent local
encoding, attention-based modeling of long-range
dependencies, contextual conditioning via static features,
and probabilistic forecasting within a coherent
mathematical framework. This integrated design addresses
key limitations of conventional models while supporting
robustness in complex multivariate industrial applications.

III. EXPERIMENTS AND RESULTS

The dataset consists of approximately 1.5 years of high-
resolution process measurements, sampled at 10-minute
intervals, from an industrial water treatment pilot system.
The prediction target is nitrate concentration, while the
input variables represent key operational and
environmental indicators, as detailed in Section II. After
removing rows with missing target values, the dataset
contains 75,853 observations, of which approximately
50,300—spanning October 2023 to September 2024—are
used for training, and the remaining approximately
25,500—from October 2024 to March 2025—are reserved
for testing. This chronological split ensures that all models
are evaluated strictly on future operational conditions.
Prior to model training, all continuous variables are
transformed to have zero mean and unit variance based on
statistics computed from the training portion only. This
scaling prevents variables with large numerical ranges
from dominating the learning process and ensures
consistent feature distributions across training and testing.

A. Shallow Learning

For shallow learning, ten model families were evaluated
on the denitrification dataset using windowed input
features and a multioutput regression setup. Each family
was trained with at least three hyperparameter
configurations under identical conditions, and the best
configuration was selected based on the lowest testing
RMSE before final evaluation on the held-out test set. In
the Linear Regression family, the top configuration used
positive coefficients with an intercept term

The performance of all selected models is summarized
in Table I. As shown in the table, Gradient Boosting
achieved the lowest test RMSE at 2.6018, with XGBoost
following at 2.6388, confirming that boosting-based
ensembles best capture the nonlinear and temporal
interactions driving nitrate dynamics. Extra Trees and
Random Forest also performed competitively, whereas
Ridge, Lasso, and ElasticNet produced RMSE values
above 4.1. KNN and SVR showed moderate performance
but remained less effective, likely due to the nonlinear and
noisy characteristics of industrial wastewater data. Fig. 3
shows the real versus predicted nitrate concentration using
three shallow models, which achieved the lowest errors.

TABLE II. EXPERIMENTAL RESULTS USING DEEP LEARNING

TO PREDICT NITRATE CONCENTRATION

Model
Family

Best Configuration Test
Hyperparameters Test MAE RMSE

3 layers, 128 hidden
units, dropout=0.4,
1r=0.001

DeepAR 1.9542 2.8320

2 layers, 64 hidden
units, dropout=0.4,
1r=0.0005

GRU 2.0219 3.0412

3 blocks, 64 channels,
TCN k=3, dropout=0.1,
1r=0.0005

2.0310 3.1473

3 layers, 64 hidden
units, dropout=0.0,
1r=0.001

RNN 2.2210 3.4361

4 blocks, 512 hidden

NBEATS units, 1r=0.001

2.1663 3.4526

2 layers, 32 hidden
units, dropout=0.2,
1r=0.001

LSTM 2.3477 3.5156

TABLEI. EXPERIMENTAL RESULTS USING SHALLOW
LEARNING TO PREDICT NITRATE CONCENTRATION
Model Best Configuration Test
Family Hyperparameters Test MAE RMSE
Gradient 400 estimators,
Boosting LR=0.05, depth=3 19135 2.6018
400 trees, LR=0.05,
XGBoost depth=4, 1.9246 2.6388
subsample=0.8,
colsample=0.8
EXtra 1500 trees, depth=None | 2.0540 2.8384
Trees
Random 1 504 rees, depth=20 2.0587 2.8022
Forest
Linear positive=True,
Regression fit_intercept=True 2.2162 2.9736
SVR RBF kemnel, C=10, 27677 3.4537
y=0.01
KNN 5 neighbors 2.3774 3.5554
Lasso 0=0.001 3.2660 4.1098
ElasticNet 0=0.001, 11-ratio=0.2 3.2742 4.1169
Ridge 0=10.0 3.2775 4.1199

B. Deep Learning

In the deep learning experiments, six neural model families
were trained to predict short-term nitrate concentration.
10% of the training set was held out as a validation subset
for hyperparameter tuning, early stopping, and model
selection, ensuring consistent comparisons across
architectures and preventing overfitting. Each family
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Fie. 4. Real versus nredicted nitrate concentration using the three traditional deep models that achieved the lowest errors.

underwent structured hyperparameter exploration, varying
depth, hidden size, dropout, learning rate, and architecture-
specific settings. As with the shallow models, the best
configuration for each family was selected based on the
lowest test RMSE, and all models used an input window of
24 steps to predict a single future step.

Table II summarizes the optimal deep-learning
configurations and their test resultsOverall, DeepAR
provided the best deep-learning performance, with GRU
and RNN remaining competitive when appropriately
tuned, while TCN and N-BEATS were less effective for
nitrate estimation. Fig. 4 shows the real versus predicted
nitrate concentration using three traditional deep models,
which achieved the lowest errors.

C. Temporal Fusion Transformer (TFT)

The Temporal Fusion Transformer (TFT), originally
proposed as a multihorizon forecasting architecture, was
adapted in this study for regression on the denitrification
dataset. To enable this formulation, only the nitrate-out
target variable was shifted while all other process variables
were left at their original timestamps. This adjustment
ensured that each temporal input window corresponded to
the nitrate concentration measured at the same time index,
thereby converting the problem from future forecasting to
supervised regression. No future covariates were provided
to the model, and the TFT therefore operated strictly as a
sequence-to-one regressor conditioned solely on past
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Fig. 5. Real versus predicted nitrate concentration using the TFT model, which achieved the lowest error.

observations. As with other deep learning approaches, 10%
of the training set was held out as a validation set.

The TFT was implemented using the PyTorch
Forecasting framework and evaluated under three distinct
hyperparameter configurations. The models were
configured with hidden dimensions of 16, 32, and 64;
attention head sizes of 2 and 4; continuous-variable
embedding sizes of 8, 16, and 32; dropout rates of 0.1, 0.2,
and 0.3; and learning rates of 0.001, 0.0005, and 0.0001,
respectively. All models were trained using a quantile
regression loss with three quantiles (0.1, 0.5, 0.9), enabling
probabilistic forecasting and improved robustness under
noise-dominated conditions in chemical processes. Early
stopping with a patience of three epochs was applied based
on validation loss to mitigate overfitting. Training was
conducted for up to 20 epochs, with gradient clipping (0.1)
enabled to ensure numerical stability. Among the evaluated
configurations, the third model (hidden size = 64, attention
heads = 4, continuous embedding size = 32, dropout = 0.3,
learning rate 0.0001) achieved the best predictive
performance, yielding a test MAE of 0.6041 and an RMSE
of 1.4783 as shown in Table III. The smaller configurations
resulted in higher errors, indicating that the increased
representational capacity improved modeling of the
complex nonlinear dynamics in the nitrate concentration .

The improvement over shallow learning baselines was
substantial: the best-performing ensemble model, Gradient
Boosting Regression, achieved an RMSE of 2.6018, while
XGBoost and Extra Trees achieved RMSEs of 2.6388 and
2.8384, respectively. Although these ensemble methods
captured nonlinearities effectively, their inability to model
temporal context or multivariate dynamics as deeply as the

TFT limited their predictive accuracy. Compared with deep
neural network baselines, the performance gap was even
larger. The best deep architecture, DeepAR, resulted in a
test RMSE of 2.8320, followed by GRU at 3.0412, TCN at
3.1473, RNN at 3.4361, N-BEATS at 3.4526, and LSTM
at 3.5156. These recurrent and convolutional models can
learn sequential patterns but lack the TFT’s mechanisms
for variable selection, attention-based temporal weighting,
and context gating. As a result, they struggled to fully
capture the nonlinear, multi-sensor interactions governing
nitrate concentration dynamics during denitrification.

TABLE III. EXPERIMENTAL RESULTS USING TFT

Model
Family

Test
RMSE

Best Configuration

Test MAE
Hyperparameters

hidden_size=64,
attention_heads=4,
hidden_cont=32,
dropout=0.3, Ir=0.0001

TFT (Run 3) 0.6041 1.4783

hidden_size=32,
attention_heads=4,
hidden_cont=16,
dropout=0.2, 1r=0.0005

TFT (Run 2) 0.8295 1.6343

hidden_size=16,
attention_heads=2,
hidden cont=8,
dropout=0.1, Ir=0.001

TFT (Run 1) 0.7415 1.6097

Overall, the TFT reduced test RMSE by approximately
0.83 relative to the strongest shallow learner and by more
than 1.0 relative to the best deep model. These results
demonstrate that, even when repurposed for regression
rather than forecasting, the TFT architecture retains a
decisive advantage by modeling multiscale temporal
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dependencies, dynamically identifying relevant sensor
combinations, and integrating short-term behavior with
broader operational patterns. Fig. 5 shows the real versus
predicted nitrate concentration using the TFT model, which
achieved the lowest error. TFT predictions in the Fig. 5 also
helps explain why it performed better than the other
models. The nitrate measurements include occasional
sharp peaks caused by reactor cleaning, when the
denitrification filter is bypassed, and water flows straight
through the system. The traditional shallow and deep
models tried to follow these sudden peaks, which increased
their overall error. In contrast, the TFT largely ignored
these cleaning-related spikes and focused on the normal
operating patterns instead. In general, the qualities of the
TFT model aligns well with how the real process behaves:
conditions from further back in time are often more similar
to the current state than the most recent measurements.
Because the TFT can highlight the most relevant parts of
the historical data, it better captures the long-term
dynamics of nitrate concentration.

IV. CONCLUSION

This work evaluated shallow, deep, and transformer-based
models for predicting nitrate concentrations in a pilot
denitrification process. Among the evaluated approaches,
TFT delivered the most accurate predictions. While
ensemble-based regressors such as Gradient Boosting,
XGBoost, and Extra Trees captured nonlinear patterns,
their lack of temporal modeling limited their predictive
capability. Deep neural models, including RNNs, LSTMs,
GRUs, TCNs, DeepAR, and N-BEATS, leveraged the
sequential structure more effectively but still failed to fully
capture the dynamics governing nitrate variability. A key
strength of this study is the use of a real operational testing
setup. One full year of data from October 2023 to
September 2024 was used for training, and future data from
October 2024 to March 2025 was used for evaluation,
ensuring strict temporal separation and a realistic
assessment under changing influent conditions, seasonal
variation, and true process variability. Under this real-
situation test scenario, the TFT achieved a test MAE of
1.0487 and an RMSE of 1.7707, outperforming the
strongest shallow learner by 0.83 RMSE and the best deep
model by more than 1.0 RMSE. These gains are significant
for real-time operation, where accurate nitrate estimation
affects chemical dosing efficiency and process stability.
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